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Introduction
In order to have an unambiguous conversation about test logging we need to define some terms for this document:
Test Pass – A collection of Test Runs.  Often spans several hardware/software configurations and confined by a milestone or calendar time-span.

Test Run – A collection of Test Suites invoked as a unit.  Often a collection of all the tests invoked on a single hardware/software context.

Test Suite – A collection of related test cases or test points.  Often a Test Suite is a unit of tested functionality, limited to a component or feature.  In the abstract the test suite is a collection of test cases, in the concrete the test suite is a collection of test points.
Test Case – A plan for exercising a test.  Often contained in a test specification and the source code for the test automation.

Test Point – A combination of a Test Case and an execution environment.  When a Test Case is invoked a Test Point is generated.  Test Point results can be compared to one another across the testing matrix or over historic Test Passes meaningfully, while the Test Case itself may not have changed at all.

Section – A container concept in test logging that associates related trace statements with one another.  A section allows related log information to be grouped in a shared context, which facilitates identification and transfer of information.
The purpose of our test logs is to facilitate diagnosis and differentiation of observed defects.  When we automate a test we do so with the intent to protect an observable behavior against regression.  As such it is important that relevant tests are exercised at appropriate times to prevent regressions from propagating or being created in the first place.  In order for our tests to satisfy these objectives it is important that our test logs be diagnosable without referring to a debugger or the source code for either the product or the test itself [1].  Our test results also need to be diagnosable by outsiders, meaning we need to present our record of the defective behavior in a recognizable way for first time investigators and investigators outside the test domain.  When complete diagnosis within the test result is impractical our test logs need to present sufficient information to differentiate similar failures.  With sufficient information to differentiate failures we may automatically leverage the analysis of cause on subsequent observations of the same issue.  To accomplish these objectives we must record a great deal more contextual information than what we’d normally include in the failure details.  

[1]
This isn’t to say that the product or test source won’t be referenced before an issue is resolved or fixed, but that from the record of the test execution one will be able to determine and differentiate failures.  Anything required from the test or product source in order to differentiate a failure becomes necessary and missing information in that test’s log – a bug against that Test Case.

Motivation

This document serves as a guide for improving test logging practices.  Test logging practice improvements are motivated by two needs: to diagnose failed tests and to transfer that diagnosis ability to other parties.  Diagnosis of test failures is assumed to be a primary concern for individual testers interacting with test logs.  These logging guidelines and practices will improve the diagnosability of test logs, reducing time to diagnosis as well as facilitating systems of automated analysis where tools are leveraged to identify those failures that have previously been diagnosed and understood.  The second point deals with a reality of software development today: test teams invariably suffer churn.  Resources constantly move in and out of the organization and it is highly likely that the author of the automation and tools currently being used in ones team is not the person tasked with the day to day operation of that automation or tool.  In this environment it is important to ensure that the organization maintains the ability to maintain its legacy of automation and tools with a minimal changeover cost for bringing new owners and team members up to speed.  The second aspect of information transfer deals outside of the test organization.  When discussing test results with developers or program managers it is important to maintain a clear and consistent pattern of information so that these different parties can get past the format of the information they are being presented with and focus on the importance of the data being presented.  If hand-off of test failure analysis is an objective of your test organization (either to developers or to sustained engineering) it is of the highest importance to ensure the regular and reliable behavior of your test logging.
Throughout this document there will be examples of typical logs shown.  These examples will start with the least useful commonly recorded information and show the stages of improvement up to the best practice for recording that type of information.  This will allow teams to identify where their current practices are and what their next steps are and indentify their path towards improvement.  In each section where several examples are provided, the best practice pattern will be highlighted in an accent box like so.


Best practice patterns will be highlighted for ease of identification


Worst practice patterns will be highlighted for ease of identification
If at the end of the day one is looking for “do this” and “don’t do that” guidance, then read directly to each highlighted item.
Requirements

To outline our logging requirements:

· Standard format of information

· Standard naming of information

· Results clearly recorded

· Diagnosable information for each observed defect
· Test address information sufficient to put the observation into context

Nearly any file format can be adapted to provide a useful logging platform.  The guidelines below apply regardless of the logger or log format 
The first requirement for improving an existing log format is to understand that existing log format.  One cannot emphasize enough the importance of reviewing the current logs to discover what current practices are in place before attempting to improve those practices.

Logging Guidelines
The following principles apply to test logging in general:
· Logs should be schematized to allow easy parsing and discovery.

· When logs are generated against a known schema test logs can be validated for completeness and external agents (Dev, PM, other test) can quickly understand the information being presented in the test log.

· Logs should be terse on success and verbose on failure.

· In practice noisy tests are often poorly written tests.  Each piece of information recorded to the log should have some purpose in diagnosing an eventual test failure.  When a test failure is observed the test should trace sufficient information to diagnose the cause of that failure.

· Each test point should record a result when a result has been verified or validated.

· Tests that aggregate failures often mask defects.  If a test is in a fail and continue mode it is important to know where each failure occurred to diagnose which subsequent failures were dependent and which were independent of the previous failures.  

· Trace the successful operation(s) prior to the observed failure when a test fails.

· Knowing the state of the last good operation helps diagnose where it all went wrong, we care about operations earlier than the one that fails in as much as we care that they were validated as successful operations.

· Environmental information should be logged once per collection of tests and referenced from the logs of each result.

· Much improvement in logging test and environmental contexts can be made at a framework or test harness level.  Producing one logging component for all automation standardizes the information recorded and saves the logging budget for individual tests to focus on their individual details.

· Trace failure context.

· Knowing more about how the failure was computed will assist in diagnosis of the underlying defect.  The following is an example of how one instance of a Windows API failure could be traced:
· Test Failed.

· Expected 1.

· Found 0 Expected 1.

· Win32BoolAPI returned 0, expected 1.

· Win32BoolAPI with arguments Arg1, Arg2, Arg3 returned 0, expected 1.

· Win32BoolAPI with arguments Arg1, Arg2, Arg3 returned 0 and set the last error to 0x57, expected 1 and 0x0.

· The best practice in tracing the context is to go a step further and trace each piece of the context as its own piece of information as shown below.  Different pieces of the failure context are different kinds of information, some are static strings such as the failure message, some are initial conditions such as the arguments in this example and others represent expected and observed results.  Each of these data may be treated differently and have a different weight when it comes time to diagnose the defect.  As such we need to trace these pieces of information as part of the failure, but also ensure that each piece of information can be identified independently of the others.
<Failure>

<FailureMessage>Win32BoolAPI with arguments Argument1, Argument2, Argument3 returned ReturnValue1 and set the last error to LastError1.  Expected ReturnValue0 and LastError0.</FailureMessage>

<Argument1>foo</Argument1>

<Argument2>bar</Argument2>

<Argument3>boing</Argument3>

<ReturnValue1>0</ReturnValue1>

<LastError1>0x57</LastError1>

<ReturnValue0>1</Returnvalue0>

<LastError0>0</LastError0>

</Failure>
· Tag, abstract, or limit dynamic data.

· Dynamic data may be important for a specific failure, but often irrelevant dynamic data is included on equal footing with static or failure information.  Timestamps, thread and process IDs are commonly irrelevant to a specific observed failure (outside a scheduling or performance context) and can make pattern matching more difficult.

· Over-exuberant abstraction of dynamic data: variables, server names, database names, may actually mask important information if that specific variable is relevant to a given failure.   Tagging allows the abstraction when relevant and the detail when needed. 

· Avoid logging unnecessary information.

· Unnecessary information will distract and confuse when the automation is handed off from the original author or the log is inspected by any other agent.
e.g.

Preparing to Load Configuration

Loading Configuration from the Database

Database name is foo

Configuration found

Configuration data retrieved

Configuration data stored to local variable

Database connection terminated

Configuration loading complete

Do not create 1000 lines of trace for every minute of test execution.

· Rather, provide a descriptive trace for the block or region of the code and only trace the finer detail when something goes wrong.  The lack of additional traces implies that nothing extraordinary happened.  This is especially relevant for trace statements that contain no test specific information, such as accessing configuration or environmental information from the system running the test.

e.g. trace statements for a Configuration task

if (ERROR_SUCCESS != TaskOne() )


Trace(“Hey, something unexpected happened in TaskOne”);


Trace (Some details about TaskOne’s unusual event);

if (ERROR_SUCCESS != TaskTwo() )


Trace(“Hey, something unexpected happened in TaskTwo”);


Trace (Some details about TaskTwo’s unusual event);

if (ERROR_SUCCESS != TaskThree() )


Trace(“Hey, something unexpected happened in TaskThree”);


Trace (Some details about TaskThree’s unusual event);

if (ERROR_SUCCESS != TaskFour() )


Trace(“Hey, something unexpected happened in TaskFour”);


Trace (Some details about TaskFour’s unusual event);

if (ERROR_SUCCESS != TaskFive() )


Trace(“Hey, something unexpected happened in TaskFive”);


Trace (Some details about TaskFive’s unusual event);

Trace(“Configuration Task Foo completed.”);

In the previous example, if the task completes successfully and as expected only one trace is added to the test log indicating that everything here was normal.  In the worst practice version of this each task would always record several lines of trace regardless of the success or failure of that portion of the code.  Always logged trace (trace in the main execution line of the code) should be important and relevant for diagnosis.
· Ensure the test logs are machine readable.

· The requirement for machine readability will expose unreliable behavior in the automation as well as enforce the logging schema.

· The human brain masks out small irregularities and makes a poor guardian for test log reliability.

· Follow team standards on naming

· Library code allows teams to standardize their common task logging easily

· Names should make sense

· Names should be non-degenerate (one name for one thing)

· Log to a rich format

· Our data requires relationships, these need to be preserved

Features of a well formed test log
A well formed test log will contain contextual information from each appropriate context for the test’s contained within the log.  This means references to the Test Pass, Test Run, Test Suite and Test Case represented in a given result (Test Point), as well as runtime information about the execution environment of the test case such as hardware, software, build, resource topology, and update information from the system running the test.  This is a lot of information, and this information usually remains constant over wide subsets of a Test Pass.  It therefore makes sense to log this information once and reference it later (reinforced by the often expensive task of collecting this information in the first place).   The more robust approach is to collect and log this information for each test execution.  While this provides a complete record at each result, it may prove impractical with extremely large or time intensive test passes.  At the least the resulting log will contain references to the shared information and not rely on fragile topologies to retain relationships.
The results in a well formed log will be easy to identify.  Names of test suites, test cases, and test points will be clearly associated with each other.  Results will be associated with test points, while result summaries may be associated with other units of testing (Test Pass, Run, Suite, and Case).  

Each context will be clearly identified and consistently represented between different Test Passes as well as within a single Test Pass.  Many logging formats assume the “member of” relationship for Test Passes based on existence of a log within a given directory assigned for a specific Test Pass.  This is a fragile topological relationship and real references should be encouraged.

Example logging patterns

Sections

Sections provide a mechanism for grouping information to make matching between test results more precise.  When information contained within a section ought to be compared from test result to test result, the Section name used should be a standard name shared between the appropriate tests.  For instance most tests will record input parameter information and it makes sense to record these data using a common section name, such as Parameters.  By placing the parameter information into a section subsequent analysis will know to treat Parameter information like parameter information and not compare it to arbitrary trace information.

There will be times when test information should be associated into a section, but should not be compared from test case to test case.  In these cases the section name should be unique to that test case or context, so information will not be compared in unexpected ways.  An example of this is run-time trace information generated by two different test harnesses.  Any matching between these traces can be seen as purely coincidental and not indicative of the failures being observed.  By grouping the harness trace in a uniquely named section these information will not be compared outside their expected range.
The Assert

The assert model for testing is a check against a condition.  Schematically, one asserts that ‘entity A’ equals ‘entity B’ where if the assertion is true the test has passed and if false the test has failed.  The Assert APIs throw an exception which provides a stack at the point of the assertion failure.  This does a few things, most importantly for logging:

· Loses state

· Provides a stack trace that has little to do with the failure

An Assert may provide something like the following three traces in the log file:


1. “Simple Assertion Failed”

2. Assert: “1 does not equal 0.”
Assert Stack Frame 1

Assert Stack Frame 2

Etc.
3. Assertion Failure: Values are not equal. ‘False’ expected, ‘True’ actual.

Assert Stack Frame 1

Assert Stack Frame 2

Etc.

Once the exception is thrown local variables leave scope meaning all interesting data must be traced prior to the Assert.  This can result in a noisy test log as all these data will be traced even for successfully passed asserts.  Since these noisy traces can make diagnosis of failure difficult they are often omitted, which has drastic consequences when there is more than one Assert within the test.  With multiple Asserts and no state tracing prior to the assertion we lack the context to determine which Assert has been asserted.  

In order to mitigate these issues one should migrate towards one of the following models:
· Use Named Asserts

· Use Assert Sections

· Replace Asserts

· Use a Custom Trace Level for Asserts

Using Named Asserts


As this implies, named asserts identify each assert in your test log such that multiple asserts within a single test can be differentiated.  The implication on diagnosis and analysis is that only like-named asserts need to be compared to determine if two failures are the same.  
Using Assert Sections 

 An assert section consists of four components: the named assert container, the Name of the things being Asserted, the Expected Value and the Actual Value.  By using the Assert Section one prevents these data from being compared to other trace that may exist in one’s test result log.  While verbose in trace, this provides an easy method for investigators to identify the context around the particular Assert that failed and annotate the failure pattern for future analysis.
Replacing Asserts


The Assert call-stack is not always diagnosable information.  One route to dealing with asserts is to simply remove them.  By separating the test logic from the logging logic one can determine that a test has failed and then trace the necessary information around that determination before dealing with mechanically failing the test.  Under this model a terse success log can be maintained while necessary verbosity can be generated in the failure case.  In these cases it is often helpful to have a success trace for those validated testable entities.  
Custom Trace Level: Assert


If one is using a trace output model for test logging one may wish to record all Assert information in a custom Assert trace level.  This has the benefit of allowing Assert quality data to be extracted from the general noise of other traced information generated as a consequence of test execution.  This would be simply a variant on the above models, as the same requirements on providing useful information for the otherwise unhelpful assert trace applies.
Validation Trace

Often when complex objects are created for validation a validation trace model is created.  The validation trace model is simply a collection of traces indicating success or failure status of the various checks that contribute to the success of the test.  While any validation failure is sufficient to fail the test, it is useful to continue checking the available observables in order to capture all the failures in one go rather than require separate tests for each dimension of the object.  In these cases it is easy to mask the details by using one hard coded failure string.  In order to prevent defect masking one ought to trace information on each failure as well as the final test failing validation trace.
One way of ensuring this is to adopt the following trace pattern:

For each observable entity, trace the name of the entity being validated

For each failed validation, trace the expected value and the actual value observed
Setup

Setup tasks and other test pre-requisites can fail, and therefore require tracing.  Likewise, the failure of specific setup tasks may influence the expected results of subsequent validation if the entire test is not aborted in setup.   Setup tasks should then trace their successful completion, but should trace within a Setup Section.  This accomplishes two aims: providing a record of successfully completed setup tasks and containing the setup trace within its own context so it can be filtered from the set of trace generated by the test execution at investigation time.   
It makes sense for some setup tasks to generate their own distinct test case results.  This ensures that setup failures can be tracked across runs, provides a clear location for the defect, and fits into many reporting models.  Complex setup tasks can even be factored into multiple test case results to further refine the point of failure.  Once such an investment has been made, such setup code should be reused for other tests whenever appropriate.

Parameter Trace

A related trace appropriate at the start of a test is the Parameters trace.  Parameters often represent the dynamic data fed into the test case in order to generate the specific variation under test.  This identifying information is often the only piece of information that will differentiate two variations of the same test case in the test log.  When parameter trace is placed in its own section the parameters can be compared as distinct units rather than as arbitrary trace output.
Library Code

Library code provides a great opportunity to standardize the log output of test components.  Each piece of library code should adopt an appropriate logging pattern and standard trace such that failures in shared code can be identified across the different tests invoking that code.  Depending on the size of the block of shared code it may make sense to create a named section for a specific piece of shared code.  As with other trace situations, library code often deals with a set of variable data that may not be shared outside the library code and can be relevant to diagnosing the defect observed.  In such cases that a defect is observed in library code it will be important to identify the parameters that were fed into the library code so that related failures in library code can be reliably differentiated.
Status Trace

A common test model is to include as much high quality information in the test log as possible.  This occasionally leads to the blanket request to log as much information as possible with respect to any given test.  By leaving out the requirement for high quality tracing the resulting log files can quickly get out of hand.  Status trace is a test pattern that walks close to the line of unmanageable trace, so great care should be taken to ensure that such trace is well formed and ultimately helpful in failure diagnosis or differentiation.  
Status trace seeks to capture the control flow within the test automation within the test log.  In general, test debug trace should not be included in the test log.  Of course, as soon as test debug trace becomes useful for failure diagnosis it ceases to be just test debug trace.  Status trace is most useful when the test setup or execution is complex, involves many steps to bring the software under test to the desired state, or varies with each execution.  By recording each function or method executed in order the failure trace can be placed in context by comparing the history of execution for each test log.

Whenever possible attempt to limit status trace, and compartmentalize it within sections whenever possible and appropriate.  The signal to noise ratio in Status Trace is always at risk in analysis.  When one moves beyond tens of lines to thousands of lines of trace it becomes very difficult for investigators to determine the important information.
Dynamic Data

Tests typically contain dynamic data such as machine or path names necessary for execution of the test by not necessarily relevant to the failure diagnosis.  The key to using dynamic data in ones logging pattern is to denote and tag those data such that they can be processed as such from the resulting log file.   This can be accomplished by tracing the dynamic data as part of its own named value pair, or since there is often both static and dynamic data to trace at the point of failure each portion should be traced as its own value within that section.  The following example demonstrates how to log a message containing two pieces of dynamic data embedded within a static string.
<InfoSection>

<UserText>This is the test output where we specify the server against which the connection was attempted and the database we attempted to connect to.</UserText>

<Server>Serv_01</Server>

<Database>DB_con_01</Database>

</InfoSection>

At analysis time, each element can be compared independently and evaluated as important or unimportant in a general way for subsequent pattern identification.   Additionally, each data will be compared as a strongly typed name-value pair, rather than as string tokens in arbitrary trace.
Time Stamps
Timestamps are probably the most abused element of test logs, and therefore get their own treatment alongside dynamic data.  Timestamps can hold diagnostic value for test failure investigation; however in the vast majority of cases the timestamp information is irrelevant.  When one needs to trace a timestamp consider tracing a named value timestamp pair.  More often useful than the literal time being required is the concept of durations.  Durations can likewise be traced as named value pairs as needed, without cramming a date-time value into one’s test traces (or every test trace).   This author has yet to observe a case where a raw timestamp was a necessary piece of diagnostic test information – though this author has never been involved in testing the DateTime data type.  Like the use of Sleep(n) calls in synchronization code, timestamp reliant test logging is usually indicative of poor test practices.

Avoid tracing Time Stamps in your test logs.

Trace durations if time data is necessary.  Typically it is useful to trace time data for targeted portions of the code, rather than recording time of execution information as the test progresses.  Such general time information is largely meaningless as the matrix of machine and sku expands and does not lend itself to diagnosis of cause or differentiation of failures.


<duration_MS>25</duration_MS>

Using the Appendix
New test logs should contain the required member elements outlined in the appendix of necessary contexts, and as many of the recommended and optional elements as are sensible for the particular test environment in question.  
Existing test automation can improve their logging story at either the test level or the framework level.  Tests are more likely to be able to include information about a test result while frameworks are better suited to including information about a test pass, machine or software context, and information about the test collection(s).  Teams moving towards better test practices may find their best return on investment from focusing on frameworks as those are typically small in number when compared to test automation and can provide a lot of good information for differentiating failures at a single point of change.
Teams can define their own names for these kinds of data, but they should be consistently used across the entire team.  

	Appendix: Necessary Information
A Section is a block of test information that is provided in addition to the base scheme, complete with the rules for how comparisons are made.

	

	 
	Information about a Test Pass
	 

	Required:
	TestPassGuid
	Unique Identifier for a Test Pass

	
	TestPassName
	Common name for a given Test Pass

	
	
	

	Recommended:
	TestPassType
	Classification of a Test Pass

	
	Test Pass Members
	List of test collections that comprise a complete Test Pass of this type

	
	
	

	Optional:
	Test Pass Tracking Metadata
	Additional reporting context for a Test Pass

	
	
	

	 
	Information about an Execution Environment
	 

	Required:
	OSVersion
	i.e. 6.0.6000.16386

	
	Sku
	e.g. Ultimate

	
	Platform
	e.g. Vista

	
	OSLanguage
	Language for the operating system

	
	OSArchitecture
	e.g. AMD64, IA64, x86

	
	MachineArchitecture
	e.g. AMD64, IA64, x86

	
	
	

	Recommended:
	CLRRuntime
	CLR on the machine under test

	
	NumProcessors
	Number of processors on the machine

	
	MachineMemory
	Physical memory of the machine

	
	LanguagePacks
	List of installed language packs

	
	
	

	Optional:
	MachineName
	Name of the machine the test is running on

	
	Additional Execution Environment Sections
	Some tests span multiple machines, these contexts must be preserved

	
	Additional Execution Environment data
	On a team by team basis

	
	
	

	 
	Information about the Software Under Test
	 

	Required:
	SoftwareName
	Name of the Software Under Test

	
	ProductAssembly
	Binary for the Software under test

	
	BuildVersion
	Build version for the Software under test

	
	BuildType
	Build type for the Software under test

	
	BuildArchitecture
	Build architecture for the Software under test

	
	
	

	Recommended:
	ProcessType
	Kind of process running the Software under test

	
	BuildLanguage
	Language the Software under test was built under

	
	CLRVersion
	Version of the runtime the Software under test was built under

	
	BuildLab
	Origin of the build used for the Software under test

	
	ProcessArchitecture
	Process architecture the Software is running in (e.g. x86 on x64)

	
	
	

	Optional:
	Additional Application Sections
	On a team by team basis

	
	
	

	 
	Information about a Test Collection
	 

	Required:
	SuiteFullName
	Full identifying name for the Suite

	
	TestRunGuid
	Unique Identifier for the test run

	
	Test Case Members
	List of test cases that comprise the Test Run (or Test Collection)

	
	
	

	Recommended:
	TestRunType
	Type for the Test Run e.g. BVT, FVT, weekly, regression, etc.

	
	
	

	Optional:
	SuitePath
	Location for the suite in the build tree

	
	SuiteName
	Name of the Suite

	
	Additional Test Collection Sections
	On a team by team basis

	
	
	

	
	
	

	 
	Information about a Test Result
	 

	Required:
	TestCase_FullName
	Proper name for the Test Case presently being invoked

	
	Parameters
	Input parameters for the Test Case presently being invoked

	
	Result
	Pass/Fail result of the Test Point

	
	Assembly
	Assembly invoked for the test

	
	ErrorText
	User defined Error text generated by the test

	
	ExceptionCallStack
	Error Callstack generated at the point of failure

	
	ExceptionMessage
	Message field of the exception raised at the point of failure

	
	ExceptionType
	Type of the exception generated at the point of failure

	
	MessageText
	User defined Message generated by the test

	
	<class_T>Name
	For any validation step three things must be recorded: Name, Expected & Observed

	
	<class_T>Expected
	This three part format must be preserved no matter what entity is being validated

	
	<class_T>Observed
	e.g. <class_T> = Type, Value, Event, OpCode, Object, Address

	
	Variation
	Identifier for the permutation of a test case that is being presently invoked

	
	TestCaseDefintion 
	Purpose or Definition of the Test Case that is being invoked presently

	
	Reference to an Application Context
	Test result needs to know to which context it belongs

	
	Reference to Execution Environment Context(s).
	Test result needs to know to which context it belongs

	Recommended:
	TestCaseName
	Name of the test case being invoked

	
	TestOwner
	Test Owner for this test

	
	TestType
	Classification for a test, e.g. BVT or Pri3

	
	TestTrace
	Relevant information logged during the execution of the test case

	Optional:
	Component
	Feature or product unit that this test probes

	
	Command
	How to get this test to run again

	
	Sequence
	Relationship or order of operations information for the test

	
	BugID
	Reference to an external bug filing database and bug record ID

	
	Duration(ms)
	Test Point execution duration

	
	EndTime
	Test Point end time

	
	StartTime
	Test Point start time

	
	DevOwner
	Developer on the hook for this component / test

	
	LogFile
	Name of the test log

	
	LogPath
	Location of the test log

	
	Exclusion
	User defined Section that is recorded as 'ignorable'

	
	Custom Data Sections not already covered
	On a team by team basis


